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Suppose that you are given ...
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Monet or Cézanne?
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Answer is ...

It is one of Claude Monet paintings.

Humans (or animals) are good at few-shot learning,
while (conventional) deep learning is data-hungry.
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Why humans are good at ...?

Humans or animals can learn new tasks in just a few trials,
benefiting from their prior knowledge (experience) about the

world.
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Learning from Previous Experience

I Continual learning: Trained on a sequence of tasks, aiming to solve the current
task while maintaining good performance on previous tasks.

I Multi-task learning: Learns to solve several observed tasks, while exploiting their
shared structure.

I Domain adaptation: Learns to solve a target task using source task.

I Meta-learning : Meta-learner extracts knowledge from several relevant tasks, to
facilitate the learning of new tasks by a base learner.

Ron Amit and Ron Meir (2018), ”Meta-learning by adjusting priors based on extended PCA-Bayes theory,”
ICML.
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Leverages previous experience or
knowledge to quickly adapt to a new task.
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Paradigm Shift of Learning

Earlier ML / Pattern recognition: Learn model based on engineered features

⇓

Deep learning: Jointly learn features and model (engineering to learning)

⇓

Meta-learning : Jointly learn features, model, and algorithm (learning to learn)

⇓

Artificial general intelligence
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These days meta-learning becomes useful in ...

I Few-shot learning

I AutoML (automated machine learning)

I Neural architecture search

I Expects many applications of meta-learning
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Few-Shot Classification via Supervised Learning

Each class has single example (one-shot) or a few examples (few-shot).

Construct a model pθ(y |x) using Dtrain such that good performance is expected for Dtest .

Sachin Ravi and Hugo Larochelle (2017), ”Optimization as a model for few-shot learning,” ICLR.
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Few-Shot Classification via Meta-Learning

arg max
θ

EL∼UL

ES∼L,B∼L

 ∑
(x,y)∈B

log pθ(y |x, S)︸ ︷︷ ︸
model


 .

Sachin Ravi and Hugo Larochelle (2017), ”Optimization as a model for few-shot learning,” ICLR.
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Transfer Learning: Pretrained Models & Fine-Tuning
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Transfer Learning: Pretrained Models & Fine-Tuning
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Meta-Learning in a Nutt Shell
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Gradient-Based Meta-Learning

I Meta-learns a shared initialization
I MAML [Finn, Abbeel, and Levine, 2017]: Model-Agnostic Meta-Learning
I Reptile [Nichol, Achiam, and Schulman, 2018]: First-order method
I iMAML [Rajeswaran, Finn, Kakade, Levine, 2019]: Proximal regularization

I Meta-learns a gradient-preconditioning matrix as well as a shared initialization
I T-net & MT-Net [Lee and Choi, 2018]: Linear warp-layers
I Meta curvature [Park and Oliva, 2019]

I Warped gradient descent [Flennerhag et al., 2020]: Nonlinear warp-layers
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Model-Agnostic Meta-Learning (MAML)

Learn a good initial point.

C. Finn, P. Abbeel, and S. Levine (2017), ”Model-agnostic meta- learning for fast adaptation of deep
networks,” ICML.
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MT-Net

fθ(x) = TLWL
(
σ
(

TL−1WL−1
(
. . . σ

(
T1W1x

))))
.

Yoonho Lee and Seungjin Choi (2018), ”Gradient-based meta-learning with adaptive layerwise metric and
subspace,” ICML.
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Table: Few-shot classification accuracy on MiniImagenet. ± represents 95% confidence
intervals.

Models 5-way 1-shot acc. (%)

Matching Networks 43.56 ± 0.84
Prototypical Networks 46.61 ± 0.78
MAML 48.70 ± 1.84

T-net (ours) 50.86 ± 1.82
MT-net (ours) 51.70 ± 1.84
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Auto ML ⊃ Hyperparameter Optimization ⊃ Neural Architecture Search

[Figure Source: Liam Li & Ameet Talwalkar (2019),” Random Search and Reproducibility for Neural
Architecture Search,” AutoML19@ICML.]
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AutoML: Soft-Voting in Ensemble

Dataset

Automated Machine Learning System

Voting Classifier

Gradient Boosting
Classifier

Extra-trees
Classifier

Random Forests
Classifier

Bayesian Optimization

Prediction

ŷt = arg max
k

∑
j

wjp
(j)
k,n,

where p
(j)
k,n denotes the base classifier j ’s prediction that the input xt is a member of class k.

J. Kim and S. Choi (2018), ”Automated machine learning for soft voting in an ensemble of tree-based
classifiers,” ICML Workshop on AutoML.
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Many companies are using AutoML...

I Google: Cloud AutoML

I Facebook: AI that builds AI (Asimo: automatically produces improved versions
of current versions)

I Microsoft: in Azure Machine Learning

I Amazon: AutoGluon

21 / 25



AutoGluon: Introduced by Amazon in January, 2020

I An open-source library that empowers developers to easily build Automatic
Machine Learning (AutoML) models.

I Democratizes the task of ML
I Easily can train and deploy high-accuracy models.
I Only requires a few lines of code.
I Can be customized toward specific use cases.
I Carries out automatic hyperparameter tuning, model selection, architecture search,

and data processing.

22 / 25



23 / 25



Experiments: Loan Default Prediction

[Figure source: Harry He]
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Discussion and Question

I Introduced meta-learning as the next paradigm for ML.

I Emphasized gradient-based meta-learning (MAML, MT-nets, etc)

I Automated machine learning via Bayesian optimization
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